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Abstract

In psychological research, researchers may wish to examine whether two groups have similar
means on a target variable, such as whether online and in-class learning are equally effective. However,
researchers often rely on traditional null hypothesis testing (TNHST) to claim equivalence based on non-
significant results, an approach that may lead to misleading conclusions. This article explains the
limitations of this practice and introduces the concepts and methods of equivalence testing, also referred
to as the negligible effect significance test. In brief, researchers specify a smallest effect size of interest
(SESQI), below which an effect is considered practically negligible. They then test whether the observed
statistic is significantly smaller than this threshold. If so, it can be concluded that the population effect is
sufficiently small to be considered negligible. The article also provides examples of applications in
psychological research and demonstrates how equivalence can be evaluated using outputs from
commonly used statistical software or online tools.
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Introduction

In psychological research, most researchers aim to test correlations or differences between
groups, such as examining whether intelligence quotient (IQ) is related to job performance (Schmidt &
Hunter, 1998), or comparing differences between treatment and control groups in experiments (Maxwell
et al,, 2018). However, many psychological hypotheses concern “equivalence” between groups or “the
absence of a relationship” between variables. For example, in quasi-experimental studies, researchers
may wish to examine whether two sample groups do not differ on important baseline variables
(Reichardt, 2019). In decision-making research, investigators may seek to test whether highly trained
experts can make decisions equally well in quiet environments and in noisy environments (Szalma &
Hancock, 2011; Zhou et al., 2024), because experts are expected to be capable of managing distractions.
In addition, in measurement and evaluation research, researchers may wish to demonstrate that an
aptitude test is unrelated to English language ability in order to confirm that the test is not contaminated
by extraneous variables and truly measures the intended construct (Alderman, 1982; American
Educational Research Association et al., 2014).

Statistically, it is often assumed that if researchers wish to claim “no difference” or “no
relationship,” they can use non-significant hypothesis test results as evidence. For example, in research
examining the effect of religious priming on prosocial behavior (Shariff & Norenzayan, 2007), researchers
may compare experimental and control groups on certain baseline characteristics, such as belief in God. If
the independent t-test result is not statistically significant, they may conclude that the two groups are
“equivalent” on this variable. However, drawing conclusions of equivalence from non-significant results
has important limitations, especially when the sample size is small, which leads to low statistical power.
Under such conditions, the effect size may still be large enough that it cannot reasonably be ignored.

For example, suppose that the mean score of belief in God in the experimental group is 50
points (SD = 10), whereas the control group has a mean of 56 points (SD = 10), with 20 participants in
each group. When the data are analyzed using an independent t-test, the result is t(38) = -1.897, p = .074,
which is not statistically significant. However, when considering the standardized effect size using Cohen’s
d, the value equals -0.6. According to Cohen’s (1988) recommendations, values of 0.2, 0.5, and 0.8
represent small, medium, and large effects, respectively. Therefore, a value of 0.6 reflects a moderately
large difference between groups. In other words, even though the test result is not statistically significant,
the difference between groups is large enough that it should not be ignored. Concluding that the two
groups are “equivalent” may therefore lead to misleading conclusions.

Conversely, suppose that the two groups have identical means (M = 50, SD = 10, n = 20). An
independent t-test would yield #(38) = 0, p = 1.00, and the standardized mean difference, or Cohen’s d,
would equal 0. Such results may increase researchers’ confidence in concluding equivalence. However,
when examining the 95% confidence interval (Cl) of the mean difference —which corresponds to a two-
tailed traditional hypothesis test at O = .05—the interval ranges from (-5.33, 5.33). Likewise, the Cl for

Cohen’s d ranges from (-0.53, 0.53). This means that even though the observed difference in the sample
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equals zero, the true population parameter could still reflect a moderate difference. Therefore, failing to
detect a difference in a sample does not mean that the two groups have equal means. It only indicates
that there is “not yet sufficient evidence” to conclude that a difference exists.

Theoretically, a true difference of exactly zero between groups, or a correlation of exactly zero
between variables, may occur—for example, in situations involving perfect random assignment in
experiments. However, in practice, differences are rarely exactly zero. Instead, they may simply be very
small and practically unimportant. For example, in studies of gender differences in mathematical ability
(Steele & Ambady, 2006), differences may truly exist but be so small that they lack practical importance.
Therefore, the more important question is not “whether a difference exists,” but rather “whether the
difference is small enough to be ignored.” For instance, an effect size smaller than Cohen’s d = 0.2 may

be considered negligible.

Equivalence Testing

Equivalence testing originated in biostatistics (Schuirmann, 1987) and commonly appears in the
form of non-inferiority trials (Snapinn, 2000), which are used to examine whether a new treatment has
effectiveness or risk comparable to a standard treatment. In psychology, the concept of equivalence
testing has been discussed for a long time (Seaman & Serlin, 1998; Steiger, 2004), but it became much
more widely recognized following the work of Lakens (2017) and Lakens et al. (2018). More recently,
Psychological Methods published a review article by Beribisky and Cribbie (2026), which referred to this
approach as the “negligible effect significance test” in order to emphasize that the goal is not to examine
whether two statistics are exactly “equal,” but whether the statistic is small enough to be ignored. This
terminology is especially suitable for statistics assessing relationships, such as correlations or regression
coefficients, because the phrase “small enough to be ignored” sounds more natural than asking whether
the statistics are “equivalent.” Nevertheless, the term “equivalence testing” remains the more widely
used term at present. Therefore, this article continues to use the term equivalence testing.

In equivalence testing, researchers must specify the smallest effect size of interest (SESOI; Lakens,
2017), or what Beribisky and Cribbie (2026) refer to as the minimally meaningful effect size. In other
words, researchers must define what magnitude of effect should begin to be considered important. For
example, suppose two teachers teach English courses at the same grade level. A difference in test scores
exceeding 5 points may be considered meaningfully important and deserving of intervention. In this ca se,
5 points would be specified as the SESOI. In another context, such as evaluating fairness in employment
interviews (Sacco et al., 2003), researchers may define differences greater than Cohen’s d = 0.5 as
practically meaningful, whereas values between -0.5 and 0.5 are considered negligible (SESOI of d = 0.5).
As another example, when examining whether chronological age is unrelated to job performance among
employees who already possess sufficient background knowledge (Guzzo et al., 2022), researchers may

specify that correlations of .25 or greater are too large to ignore (SESOI of r = .25).
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The principle of equivalence testing is to determine whether the observed statistic is smaller
than the SESOI in the population. For example, if the SESOI for a correlation is set at .25 and the sample
correlation equals .07, researchers must test whether .07 is significantly smaller than .25. Because
correlations may also take negative values, researchers must additionally test whether .07 is significantly
greater than -.25. If both tests are statistically significant, researchers may conclude that the correlation
lies within the range that can be ignored, or is “practically equivalent to zero” (that is, between -.25 and
.25).

Statistically, this idea can be expressed through null hypotheses (H,). For two-sided statistics,
researchers formulate the null hypotheses as Hy: B = SESOI and Hy: B < -SESOI, where O represents the
target statistic. The alternative hypotheses (H,) are Hy: B < SESOI and Hy: 0 > -SESOL. Only if both null
hypotheses can be rejected (p < .05 for both tests) can equivalence be claimed. In other words, both
alternative hypotheses must hold simultaneously, meaning that -SESOI < B < SESOL. This procedure is
called the two one-sided tests procedure (TOST), which differs from the conventional two-tailed testing
approach commonly used in psychological research (see Figure 1a).

For statistics that involve one-sided hypothesis testing, such as the coefficient of determination
(R?) or eta-squared (T]z), which range from 0 upward, equivalence testing requires only a single hypothesis.
For example, if the SESOI for T]2 is set at .01, researchers formulate the null hypothesis as Hy: T]Z = 01
and the alternative hypothesis as Hy: T]2 < .01. If the null hypothesis can be rejected, researchers may
conclude that the effect of the variable is small enough to be ignored (see Figure 1b). Table 1

summarizes the steps involved in equivalence testing to facilitate practical application.

—SESOI 0 SESOI

0 SESOI
Figure 1 illustrates the principle of equivalence testing. Panel (a) shows the case of two-sided statistics,
where researchers must demonstrate that the statistic is significantly smaller than the SESOI and
significantly larger than -SESOI in order to claim equivalence. Panel (b) shows the case of one-sided
statistics, where researchers only need to demonstrate that the statistic is significantly smaller than the

SESOL
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Table 1

Summary of Steps in Equivalence Testing

Type of Statistic Two One-Sided Tests (TOST) Confidence Interval (Cl) Approach
Two-sided 1. Specify the SESOI. 1. Specify the SESOI and construct the NEI.
2. Test whether the statistic is significantly 2. Construct the Cl and compare it with the NEI.
smaller than the SESOI. 3. If the Cl lies entirely within the NEI, conclude
3. Test whether the statistic is significantly equivalence.
greater than -SESOI. 4. If part or all of the Cl lies outside the NEI,
4. If both (2) and (3) are statistically significant, equivalence cannot be concluded.

conclude equivalence.
5. If at least one condition is not met,

equivalence cannot be concluded.

One-sided 1. Specify the SESOI. 1. Specify the SESOI and construct the NEI.
2. Test whether the statistic is significantly 2. Construct the Cl and compare it with the NEI.
smaller than the SESOI. 3. If the Cl lies entirely within the NEI, conclude
3. If the result is statistically significant, equivalence.
conclude equivalence. 4. If part or all of the Cl lies outside the NEI,
4. If the result is not statistically significant, equivalence cannot be concluded.

equivalence cannot be concluded.

Interpreting Equivalence Testing Through Confidence Intervals

Equivalence testing, whether involving one-sided or two-sided statistics, can conveniently be
interpreted through comparisons between Cls and negligible effect intervals (NEls). Specifically, analysts
may define the NEI as [-SESOI, SESOI] for two-sided statistics, or [0, SESOI] for one-sided statistics. The
analyst then compares the location of the Cl relative to the NEI. When the significance level (QU) is set at
.05, the CI corresponding to the two one-sided tests procedure (TOST) is the 90% CI [(1 - 200) x 100%].
Interpretation therefore becomes straightforward: Researchers simply examine whether the Cl falls
entirely within the negligible effect interval.

In Figure 2a (the two-sided case), the Cl lies entirely within the NEI. Specifically, the lower bound
of the Cl is greater than -SESOI, and the upper bound is smaller than SESOI. Researchers may therefore
conclude that the population parameter is small enough to be ignored and may claim equivalence.
Conversely, if part or all of the Cl falls outside the NEI (rows 2-4), equivalence cannot be concluded
because it remains possible that the population parameter lies outside the negligible range. For Figure 2b
(the one-sided case), the NEI ranges from [0, SESOI], and the same interpretive principle applies. That is, if
the Cl lies entirely within the NEI, equivalence may be concluded. However, if any portion of the Cl lies

outside the NEI, equivalence cannot be concluded.
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Figure 2 illustrates the principles of equivalence testing through Cls (represented by the red or green lines
in the figure). Panel (a) presents the case of two-sided statistics, where the NEI ranges from [-SESOI, SESQOI],
whereas panel (b) presents the case of one-sided statistics, where the NEI ranges from [0, SESOI]. In both
cases, the first row depicts a situation in which the Cl lies entirely within the NEI, allowing equivalence to
be concluded. Rows 2 and 3 show cases where part of the Cl lies outside the NEI, and Row 4 shows a
case where the entire Cl lies outside the NEI. In the situations illustrated in Rows 2-4, equivalence cannot

be concluded.

In general, TOST results at the .05 significance level and comparisons between 90% Cls and NEls
will lead to consistent conclusions. However, in some cases—such as statistics whose standard errors
depend on the estimated value itself (e.g., correlations or proportions)—the conclusions derived from the

two approaches may differ. Such issues are beyond the scope of this article.

Combining Conclusions with Traditional Null Hypothesis Testing

Researchers may wonder how the results of equivalence testing can be interpreted together with
results from traditional null hypothesis testing (TNHST). Table 2 presents the possible conclusions that
may arise when both approaches are used jointly. In general, TNHST provides information about the
“existence of an effect” (that is, whether the population parameter differs from zero), whereas
equivalence testing provides information about the “magnitude of the effect” (that is, whether the effect
is small enough to be ignored). Therefore, using both methods together allows for more complete
interpretation of research findings.

For two-sided statistics, if the TNHST result is statistically significant, researchers may infer that
the population parameter is unlikely to equal zero and that the effect follows the direction indicated by
the estimate (Jones & Tukey, 2000). For example, if the sample estimate is positive, the population
parameter is likely positive (and unlikely negative). Likewise, if the sample estimate is negative, the

population parameter is likely negative (and unlikely positive). In contrast, if the result is not statistically



Equivalence Testing in Psychological Research 7

significant, the population parameter may be zero, positive, or negative; therefore, no directional
conclusion can yet be drawn. For one-sided statistics, a statistically significant TNHST result indicates that
the population parameter differs from zero and that the effect exists in the specified direction (consistent
with the direction of the statistic). A non-significant result, however, suggests that the parameter may
equal zero. In contrast, equivalence testing does not provide information about the direction of the effect
or whether the interval includes zero. Instead, it addresses whether the magnitude of the effect is small
enough to be considered negligible. Consequently, considering the results from both methods together

helps distinguish between “absence of evidence for an effect” and “evidence that the effect is small.”

Table 2
Possible Conclusions from Equivalence Testing and Traditional Null Hypothesis Testing (TNHST)

Equivalence TNHST statistically significant TNHST not statistically significant

One-Sided Statistics

Equivalent - Different from zero in the population - The parameter may be 0

- Clear direction - Direction is unclear

- Small effect size (within the negligible range) - Small effect size (within the negligible range)
Inconclusive - Different from zero in the population - The parameter may be 0

- Clear direction - Direction is unclear

- Effect size may be small or large - Effect size may be small or large

Two-Sided Statistics

Equivalent - Different from zero in the population - The parameter may be 0

- Small effect size (within the negligible range) - Small effect size (within the negligible range)
Inconclusive - Different from zero in the population - The parameter may be 0

- Effect size may be small or large - Effect size may be small or large

Examples of Data Analysis
If readers are familiar with the R language, they may directly conduct equivalence testing using
packages such as TOSTER (Caldwell, 2022), marginaleffects (Arel-Bundock et al., 2024), or negligible
(Cribbie et al., 2026). In addition, Lakens (2017) has made available an Excel file for equivalence testing on

OSF (https://osf.io/g253c/files/qzjaj), which can be conveniently used. However, this article focuses on

using outputs from commonly used statistical software packages in psychology, such as SPSS or Jamovi,
and then applying equivalence testing together with results from traditional null hypothesis significance
testing (TNHST).

Independent Mean Differences (Independent t-test). An example from Bloom et al. (2024),
which examined the effects of hybrid work compared with exclusively in-office work on job performance,
found a performance difference of 0.056 (SE = 0.043), 95% C/ = (-0.029, 0.140), and 90% C/ = (-0.015,
0.127) during the period from July to December 2021. These results can readily be obtained from
common statistical software packages such as SPSS or Jamovi. In this study, the SESOI was defined as

Cohen’s d = 0.5. Dividing the 90% Cl above by the standard deviation of job performance (0.989) yields a
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90% Cl for Cohen’s d of (-0.015, 0.128). When this Cl is compared with the NEI = (-0.5, 0.5), the entire
interval falls within the NEI. Researchers may therefore conclude that hybrid work and exclusively in-office
work are practically equivalent in terms of job performance. At the same time, the TNHST result was not
statistically significant, indicating that the direction of the effect cannot be determined. In other words, it
cannot be concluded whether hybrid work produces better or worse outcomes. However, it can be
concluded that the observed effect is small enough to be ignored in practical terms. Therefore, if
researchers are able to obtain a 90% Cl and know the standard deviation used to compute Cohen’s d,
they can conduct equivalence testing without requiring additional specialized software.

Correlation. An example from Orben and Przybylski (2019), which examined the relationship
between digital screen time and psychological well-being among 11,884 adolescents1, reported a
correlation of r = -.02 (p < .05). The researchers defined the SESOI such that correlations with magnitudes
no greater than .10 would be considered negligible. However, commonly used statistical software
packages such as SPSS or Jamovi generally do not directly report Cls for correlations. Researchers may

therefore use online tools such as the Psychometrica website developed by Alexandra Lenhard

(https://www.psychometrica.de/correlation.html), which computes Cls based on Fisher’s (1925) method”.
The calculation yields a 90% Cl for the correlation of (-.035, -.005), as shown in Figure 3. When compared
with the NEI = (-.10, .10), the entire Cl falls within the negligible effect interval. Therefore, the relationship
between screen time and psychological well-being may be concluded to be small enough to be ignored.
Although the relationship is negative—and statistically significant—the effect size is so small that it lacks
practical importance. Readers may alternatively use Excel or R packages to calculate Cls and conduct

equivalence testing with greater precision than is possible through online tools.

Confidence

" r Coefficient
11884 -0.02
Standard Error (SE) 0.0092
Confidence interval -0.0351 to -0.0049

Figure 3. Results from calculating the 90% ClI for a correlation using Alexandra Lenhard’s Psychometrica

website.

1 This analysis was adapted from the original report by Orben and Przybylski (2019), which used the coefficient of
determination in equivalence testing. The presentation in this article was modified into the form of a correlation coefficient
to align with the article’s instructional purpose.

2 The website states that the calculation formula is based on Bonett and Wright (2000), which is itself based on Fisher’s
(1925) method.
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Determining the Smallest Effect Size of Interest (SESOI)

The most important question in equivalence testing concerns the determination of the SESOI. If
the SESOI is set too wide, effects that are actually meaningful may incorrectly be classified as negligible,
potentially leading to misleading conclusions. Conversely, if the SESOI is set too narrowly, researchers will
require very large sample sizes in order for the Cl to become sufficiently narrow to fall within the NEI. In
practice, this is often difficult to achieve and results in low power for concluding equivalence. Therefore,
selecting an appropriate SESOI is an extremely important issue.

Nevertheless, determining what magnitude of effect should be considered “meaningful”
necessarily depends on the research context, and no universal criterion applies to all situations. In some
contexts, researchers may rely on the concept of the just noticeable difference (Lakens et al., 2018), such
as the level of association in a scatterplot at which observers begin to perceive a relationship, or the level
of 1Q difference at which two individuals become meaningfully distinguishable. The advantage of this
approach is that it is intuitively understandable, although in practice it may be difficult to implement.

Another widely accepted approach is to define the SESOI based on expert consensus within the
field (Beribisky & Cribbie, 2026; Riesthuis et al., 2022; Riesthuis & Woods, 2024). For example, in evaluating
test faimess, researchers may define Cohen’s d = 0.1 as the maximum acceptable group difference
because such a difference reflects approximately 4% of one group scoring above the mean of the other
group3, and differences larger than this may have practical or policy implications. As another example,
when studying whether age is unrelated to personality, researchers may specify that if a variable explains
no more than 1% of variance, it will be considered unimportant. In such a case, r2 = .01 or |r| = .1 may be
used as the SESOI, which is similar to the criterion used by Orben and Przybylski (2019).

In some fields, there may be no clear expert consensus, but researchers may instead rely on
analyses of effect sizes commonly observed in the literature. Examples include Brydges (2019) in
gerontology and Lovakov and Agadullina (2021) in social psychology, both of which used meta-analytic
evidence. Such analyses may provide another basis for determining the SESOI. Lakens et al. (2018)
suggested that researchers identify meta-analytic findings most similar to their own context and use the
average or medium-sized effect as the SESOI, or alternatively use the lower bound of the Cl (e.g., the 5th
percentile) to establish a more stringent criterion.

In practice, however, many researchers still rely on conventional effect size benchmarks (e.g.,
Cohen’s d = 0.2, 0.5, 0.8), despite recommendations to avoid using these values directly (Lakens et al.,
2018; Beribisky & Cribbie, 2026). For example, setting the SESOI at Cohen’s d = 0.5 (as in Bloom et al,,

2024) may be considered relatively large, but it is feasible with realistic sample sizes (e.g., approximately

3
Calculated using the pnorm() function in R. For example, pnorm(q = -0.1) yields 0.46, indicating that approximately 4% of

one group scores above the mean of the other group under the normal distribution.
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50 participants per group).l1 In contrast, specifying a smaller SESOI, such as d = 0.2, would require

substantially larger sample sizes, potentially hundreds of participants per group.5 Smaller effect sizes may
be more theoretically appropriate because even small effects can have theoretical importance (see
Funder & Ozer, 2019). However, practical constraints on sample size often lead researchers to adopt
medium-sized effects as their SESOI.

Given these limitations, selecting the SESOI necessarily involves balancing conceptual rigor against
practical feasibility. Therefore, when SESOI values are determined under data collection constraints,
researchers should interpret results cautiously and report Cls for effect sizes alongside equivalence testing

results. Doing so allows readers to evaluate conclusions under alternative SESOI specifications.

Conclusion

If researchers fail to find statistically significant differences or relationships using traditional null
hypothesis testing, this does not mean that the substantive hypothesis is true or that the effect size is
equivalent to zero. A non-significant result merely indicates that the null hypothesis remains one
plausible explanation. A more appropriate approach is to examine whether the population parameter is
small enough to be ignored through equivalence testing. This approach allows researchers to claim the
“absence of a practically meaningful effect” with supporting evidence.

Equivalence testing can be applied to a wide range of psychological research contexts, such as
examining baseline equivalence between groups prior to experiments, evaluating the fairness or bias of
psychological tests, or testing theories that predict no meaningful practical differences—for example,
comparisons of treatment effectiveness or comparisons between different tests intended to measure the
same underlying construct (e.g., intelligence). Therefore, equivalence testing should be considered an
additional standard tool alongside traditional null hypothesis significance testing, especially in situations

where researchers wish to claim that there is “no effect” with empirical support.
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